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Chapter 3 Introduction to Audio Programming in 

UNIX 

There may be several audio devices that can be accessed by an application program 

in a UNIX operating system; e.g., Red Hat Linux 7.2 and 8.0 include “/dev/audio”, 

“/dev/dsp”, “/dev/mixer”, “/dev/sndstat”, “/dev/sequencer”, “/dev/music”, 

“/dev/midi”, “/dev/dmfm”, and “/dev/dmmidi”.  Most audio applications are 

designed to access the audio device file “/dev/dsp” in Linux. For simplicity, we only 

use the audio device file “/dev/dsp” to illustrate our scheme. 

 

3.1. Access Audio Device Files 

The audio device file “/dev/dsp” is the digital sampling and digital recording 

device, and probably the most important for multimedia applications. Writing to the 

device accesses the D/A converter to produce sound. Reading the device activates the 

A/D converter for sound recording and analysis. The name DSP comes from the term 

digital signal processor, a specialized processor chip optimized for digital signal 

analysis. 

The DSP device is really two devices in one. Opening for read-only access allows 

you to use the A/D converter for sound input. Opening for write-only will access 

device either for read only or for write only. It is possible to perform both read and 
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write on the device, albeit with some restrictions. Only one process can have the DSP 

device open at a time. Attempts by another process to open it will fail with an error 

code of EBUSY. 

Reading from the DSP device returns digital sound samples obtained from the A/D 

converter. Figure 3(A) shows a conceptual diagram of this process. Analog data is 

converted to digital samples by the analog to digital converter under control of the 

kernel sound driver and stored in a buffer internal to the kernel. When an application 

program invokes the read system call, the data is transferred to the calling program’s 

data buffer. It is important to understand that the sampling rate is dependent on the 

kernel driver, and not the speed at which the application program reads it. 

When reading from /dev/dsp you will never encounter an end-of-file condition. If 

data is read too slowly (less than the sampling rate), the excess data will be discarded, 

resulting in gaps in the digitized sound. If you read the device too quickly, the kernel 

sound driver will block your process until the required amount of data is available. 

The input source depends on the mixer setting ; the default is the microphone input. 

The format of the digitized data depends on what ioctl calls have been used to set up 

the device. Each time the device is opened, its parameters are set to default values. The 

default is 8-bit unsigned samples, us ing one channel(mono), and an 8kHz sampling 

rate. 
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Writing a sequence of digital sample values to the DSP device produces sound 

output. This process is illustrated in Figure 3(B). Again, the format can be defined 

using ioctl calls, but defaults to the values given above for the read system call ( 8-bit 

unsigned data, mono, 8 kHz sampling). 
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Figure 3: Accessing device file /dev/dsp 

 

3.2. Basic Audio Device Programming 

Actually, “/dev/dsp” is one of the most important audio device files in the Linux 

operating system, and the application program uses some system calls to operate the 

audio device which binds on this device, including open, read, write, ioctl, and close 

[10,11]. First, the program uses the open system call to open the device file with 

correct file access permission. In the following code fragment, the first and second 

arguments of the open sys tem call are the path name and file access permission, 
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respectively. If the open system call is successful, the program uses the file descriptor 

fd to perform the subsequent write, ioctl, and close system calls. 

int fd; 

fd = open("/dev/dsp",O_WRONLY);  

 

The program then invokes a sequence of ioctl system calls, which set parameters 

such as the buffer size, number of channels, sample format, and sampling rate of the 

audio device. Examples of these are shown in the following code fragments, which 

are extracted from [9]: 

if (ioctl(fd, SNDCTL_DSP_SETFRAGMENT,&setting) == -1 )  

perror("ioctl set fragment"); 

if (ioctl(fd, SNDCTL_DSP_STEREO,&channels) == -1 )  

perror("ioctl stereo"); 

if (ioctl(fd, SNDCTL_DSP_SETFMT, &format) == -1 )  

perror("ioctl format"); 

if (ioctl(fd, SNDCTL_DSP_SPEED, &rate) == -1 )  

perror("ioctl sample rate"); 

 

We change some configuration through ioctl calls. Like 

ioctl(fd, SNDCTL_DSP_STEREO,&channels) 

 

All DSP ioctl calls take a third argument that is a pointer to an integer. The call will 

return –1 if an error occurs, and set the global variable errno. All of the ioctl calls for 

the DSP device are names starting with SOUND_DSP. As discussed above, these calls 
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also return the selected value, which is not necessarily the same as the value passed to 

the sound driver. 

The ioctl constants are defined in the header file linux/soundcard.h. Let’s examine 

some of them in detail. 

SOUND_DSP_SETFMTS 

Sets the sample size, in bits. Valid choices are 8 and 16, but some cards do not 

support 16. 

SOUND_DSP_GETFMTS 

Returns the current sample size, which should be either 8 or 16 bits. 

SOUND_DSP_STEREO 

Sets the number of channels— 1 for mono, 2 for stereo. When running in stereo 

mode , the data is interleaved when read or written, in the format left-right- left-right… . 

Remember that some sound cards do not support stereo; check the actual number of 

channels returned in the argument. 

SOUND_DSP_SPEED 

Sets the sampling rate in samples per second. Remember that all sound cards have a 

limit on the range; the driver will round the rate to the nearest speed supported by the 

hardware, returning the actual (rounded) rate in the argument. Typical lower limits are 

4 kHz; upper limits are 11, 22, or 44kHz. 
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After the audio device is set, the program can perform a series of write system calls 

to send audio data to the audio device, e.g., write(fd, data, size_of(data)), in 

which data is an array that stores the audio data. Finally, the program uses a close 

system call to inform the audio device that the transmission of audio data is over, e.g., 

close(fd). Further details of the audio programming are available in [9]. 
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